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Figure 1: Example edits performed with our system. Top: Spatially-varying reflectance represented with the Lafortune BRDF (left) and a non-parametric
curve-based BRDF model (right). Bottom: Space- and time-varying reflectance data represented with the Cook-Torrance BRDF. By painting multiple editing
constraints directly onto the model, which are automatically propagated to the entire dataset in a way that follows its spatial and temporal material patterns,
a user performed these complex and realistic edits in a few minutes.

Abstract

1

We investigate a new approach to editing spatially- and temporallyvarying measured materials that adopts a stroke-based workflow. In
our system, a user specifies a small number of editing constraints
with a 3-D painting interface which are smoothly propagated to the
entire dataset through an optimization that enforces similar edits are
applied to areas with similar appearance. The sparse nature of this
appearance-driven optimization permits the use of efficient solvers,
allowing the designer to interactively refine the constraints. We
have found this approach supports specifying a wide range of complex edits that would not be easy with existing techniques which
present the user with a fixed segmentation of the data. Furthermore, it is independent of the underlying reflectance model and we
show edits to both analytic and non-parametric representations in
examples from several material databases.

Measuring the directionally-dependent appearance and intricate
spatial and temporal texture of real-world materials has become
a viable alternative to modeling these complex features by hand.
However, the paucity of tools for editing measured materials has
limited their use in modern production pipelines. Performing even
simple adjustments to these datasets is challenging for several reasons. First, edits must be applied evenly across regions distributed
in complex spatial and temporal patterns (e.g., editing the wet region in a time-varying sequence of drying wood in Fig. 1). Second,
their large size prohibits manually adjusting the reflectance at individual surface locations. Finally, automatic methods must accommodate the variety of data representations employed in practice.
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Introduction

Currently available representations that allow editing measured materials are based on performing a global separation of these datasets
into clusters with similar optical properties [Lensch et al. 2003;
Goldman et al. 2005; Lawrence et al. 2006]. The key drawback
of these techniques is that a single fixed segmentation cannot easily support the variety of edits a designer may wish to apply. On
the other hand, tools for editing images that smoothly interpolate
sparse constraints across spatially contiguous image regions [Levin
et al. 2004; Lischinski et al. 2006] are not appropriate for editing
materials, a task that involves applying consistent edits to disjoint
surface regions.
Our goal is to enable a designer to easily specify useful and common edits with an approach that is flexible (not tied to a particular segmentation) and practical (can be used with the various data

representations employed in practice). These adjustments might
include altering the diffuse albedo or adjusting angular-dependent
effects (e.g., specular highlights) along disjoint and complex spatial
and temporal regions (some examples are shown in Fig. 1).
This paper investigates a new approach to editing measured materials that adopts a workflow inspired by interactive image editing
tools [Levin et al. 2004; Lischinski et al. 2006]. We assume the
reflectance at individual points in the data can be captured by existing models of the Bidirectional Reflectance Distribution Function
(BRDF) [Nicodemus et al. 1977] and focus on editing collections of
BRDFs where they appear on a model’s surface, thus we do not address the problem of modeling or editing the configuration of samples which is the goal of texture synthesis algorithms. As shown
in Fig. 2, a user paints directly onto areas of the model that require
adjustments and specifies parameters of an edit they wish to be applied at each set of strokes (e.g., scaling the diffuse color). These
editing constraints are then automatically propagated to the entire
dataset according to its spatial and temporal structure. Motivated
by recent work on material representation [Lawrence et al. 2006;
Goldman et al. 2005; Gu et al. 2006], our approach to constraint
propagation adopts the policy that similar edits should be applied
to regions of similar appearance, regardless of their spatial or temporal relationship. This allows easily applying edits to complex
regions using only a few constraints.
The following sections address the main research issues in providing such an editing system: efficiently computing distances
between two BRDFs, enforcing the policy that edits are applied
smoothly across regions with similar appearance, generating editing previews at interactive rates, and providing local control over
editing constraints where desired. This paper makes the following
research contributions:
• We develop an optimization defined over a graph that propagates edits such that adjustments are made to areas with similar
appearance. Inspired by manifold embedding techniques, the
underlying appearance graph recovers the global structure in a
dataset, but requires storing only a small number of local appearance neighbors at each surface location.
• We exploit the sparse structure of this optimization with efficient conjugate gradient solvers that are capable of returning editing previews at interactive framerates, allowing a user
to iteratively refine their constraints until their design goal is
reached.
• We extend our basic algorithm to provide spatially- and
temporally-local influence of each editing constraint.
• We present a working prototype system and show a number
of complex edits on examples from every publicly available
database at the time of this writing. To our knowledge, ours is
the first system to demonstrate editing both spatially- and timevarying reflectance.
We also compare our work to previously proposed material representations based on clustering algorithms and related optimizationbased methods for editing images.
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Related Work

Editing a Single BRDF. The BRDF (which we denote as ρ) cap-

tures the way a homogeneous opaque material scatters light in
a 4D function defined over incoming ωi and reflected ωo directions [Nicodemus et al. 1977]. Researchers have developed numerous analytic BRDF models that are either phenomenological [Phong 1975], physically-based [Cook and Torrance 1981], or
empirical [Ward 1992; Lafortune et al. 1997]. Although these

models allow setting a small number of parameters to control
their predicted appearance, material design remains a challenging
task and has led to research in perceptually-meaningful parameter
spaces [Pellacini et al. 2000; Westlund and Meyer 2001] and effective interfaces [Ngan et al. 2006; Colbert et al. 2006]. More recent work investigates deriving models directly from a collection of
measurements and interfaces for navigating these high-dimensional
spaces [Matusik et al. 2003].
This paper focuses on editing spatially- and temporally-varying reflectance like the examples shown in Fig. 1. Because our approach
is largely independent of the BRDF model used to represent the reflectance at any single point, we can easily accommodate existing
and future BRDF editing tools. We demonstrate the generality of
our technique by showing results for several datasets; these include
several representations based on fitting analytic models to measured
data [Lensch et al. 2003; Marschner et al. 2005; Gu et al. 2006] and
non-parametric alternatives [Lawrence et al. 2006].
Representations designed for
editing measured spatially-varying surface reflectance use either
clustering algorithms [Lensch et al. 2003; Goldman et al. 2005] or
constrained basis decomposition techniques [Lawrence et al. 2006]
to automatically estimate a set of basis BRDFs and their respective
spatial blending weight maps. These representations allow editing
the reflectance of any basis BRDF everywhere it appears on the surface. Although they could in principle be extended to time-varying
data, published techniques have focused only on the evolution of a
single material [Wang et al. 2006; Gu et al. 2006].
Basis Function Decomposition.

We leverage prior work for efficient material representation and instead focus on providing an intuitive and simple tool for applying
complex edits to measured appearance that is not tied to a particular
organization of the data nor to a specific underlying BRDF model.
Our approach improves upon current techniques in two fundamental ways. First, we do not require that a designer’s edits comply
with a particular decomposition. With a few strokes in our system,
they can specify complex edits that would either require entirely
different decompositions or involve consistently adjusting multiple
basis BRDFs (Sec. 7). Second, published techniques do not provide local control over how edits are applied (Sec. 5.3) nor have
they proposed ways to incorporate user direction into the analysis.
Interactive Image Editing Tools. Our workflow and optimization

were inspired by techniques for image colorization [Levin et al.
2004] and interactive tonal adjustment [Lischinski et al. 2006].
These papers demonstrate the importance of applying adjustments
to natural images that vary smoothly in space, except perhaps at
boundaries between image regions. In the case of editing materials,
however, a designer often wishes to apply edits that vary smoothly
in appearance, whereby similar adjustments are made to regions
with similar optical properties regardless of the spatial (or temporal) configuration. Our system is designed with this policy in mind,
although we do extend our basic algorithm to support making edits locally in both appearance and space (Sec. 5.3). In Sec. 7 we
compare our approach to image-driven optimizations for identifying complex material regions.

3

Overview

We adopt a workflow, inspired by interactive tonal adjustment
methods [Lischinski et al. 2006] and illustrated in Fig. 2 and the
supplemental video, that involves the following steps:
1. Load a material that supports interactive display and allows independently editing the reflectance at any single point.
2. Indicate different regions that require editing using a simple
painting interface.

(a)

(b)

(c)

(d)

(e)

Figure 2: Example workflow for editing a measured spatially-varying material using our system. (a) A user loads a model which supports interactive display
and allows independently adjusting the appearance at any single location. (b) They paint strokes directly onto the model and specify editing parameters that
determine how the reflectance should change at these regions. In this example, the constraint shown in red increases the glossiness along the chest and the one
in green adjusts the diffuse color of the beak. (c) These editing constraints are automatically propagated to regions with similar appearance. Note the changes
affect the entire body of the bird and the diffuse color of both its beak and feet are made darker. (d) Because this propagation occurs at interactive rates, the
user can refine their editing parameters (e.g., the change in diffuse color associated with the red paint) and add additional constraints (e.g., increasing the
brightness of the eyes with the constraint shown in yellow) until (e) the final design goal is reached.

3. Specify editing parameters for each region.
4. Propagate these edits to regions of similar appearance across
the entire material.
5. Refine constraints and editing parameters until the desired goal
is achieved.

which is the square of the Euclidean distance between the vectors:
q
(1)
ρis = ρi (ωis , ωos ) cos(ωis ).

Our framework considers an input material to be a collection of
BRDF samples ρi . Edits are specified with respect to the underlying
BRDF model. For example, the Ward [Ward 1992] model allows
scaling and offsetting parameters that control the color and magnitude of its diffuse and specular reflectance along with the shape
of the specular highlight. To handle the largest variety of data, our
algorithm only requires that the underlying model supports interactive display and allows editing each ρi independently.

Feature Vectors. The size of real-world datasets makes computing

A 3-D painting interface is used to indicate regions on a model that
should receive similar edits and the user specifies their parameters.
These editing constraints are then smoothly propagated to areas of
similar appearance across the entire material through a minimization whose structure allows the use of fast techniques, providing
interactive previews of edits even for large datasets (e.g., hundreds
of megabytes). As the user sees these effects they can iteratively
refine their existing strokes, add new ones, and change the parameters of each edit. Finally, our system also provides control over the
spatial and temporal locality of each edit.

4

Appearance Distance

To find regions of similar appearance, our method requires computing the distance between two BRDF samples ρi and ρ j which we
define as the average squared difference of their values weighted by
the cosine term, integrated over incoming and outgoing directions:
d 2 (ρi , ρ j ) =

Z

Z

(ρi (ωi , ωo ) − ρ j (ωi , ωo ))2 cos(ωi )dωo dωi .

Ωi Ωo

We estimate this using Monte Carlo integration [Robert and Casella
2004] for a set of random directions S uniformly distributed over the
hemispheres (we use 100 in our results). The distance between two
BRDFs can thus be written as the average of the integrand evaluated
at these directions:
d 2 (ρi , ρ j ) ∝

∑ (ρi (ωis , ωos ) − ρ j (ωis , ωos ))2 cos(ωis ),

s∈S

Reducing appearance distances to a Euclidean formulation has the
advantage of being independent of the underlying BRDF model.
and storing the vector in Eq. 1 for each sample prohibitively expensive. Similar to prior work in material representation [Matusik et al.
2003] and texture synthesis [Lefebvre and Hoppe 2006], we project
these vectors onto a lower-dimensional basis using PCA. These reduced vectors ai preserve the variance in the original data while
lowering the cost of computing distances. We retained the 15 most
significant coordinates for the results in this paper. While we acknowledge that other linear dimensionality reduction methods, e.g.
Multi-Dimensional Scaling [Borg 1996], are specifically designed
to preserve pairwise distances, we found using PCA worked well
in practice and provides a more efficient solution for large datasets.
We therefore approximate distance between two BRDF samples as
the L2 distance between their appearance feature vectors, which we
normalize to ensure the maximum distance is 1 in the given dataset:
¯ i , ρ j ) = ai − a j .
d(ρi , ρ j ) ∝ d(ρ
(2)

5

Edit Propagation

Our goal is to determine the value of the editing parameters ei at
each sample i in the dataset in accordance with the sparse constraints supplied by the user. As demonstrated by recent work in
material representation [Lawrence et al. 2006; Goldman et al. 2005;
Gu et al. 2006], it is important that samples with similar appearance
receive similar edits in order to maintain the complex spatial and
temporal structure inherent to measured visual data. In general, enforcing this policy would require considering the pairwise distance
between all pairs of samples in the material, a computationally infeasible task. Instead, we build a graph that stores only local relationships between samples yet still encodes the global structure of
the entire material.
5.1

Appearance Graph

Our technique is inspired by nonlinear dimensionality reduction algorithms [Tenenbaum et al. 2000; Roweis and Saul 2000; Brand

(a) Original

(b) Graph

(c) Edited

Figure 3: (a) Two editing constraints applied to the dark and light wood
grains in a reflectance dataset of polished maple. (b) Adjacent samples in
the appearance graph at two points. (c) Result of adjusting the diffuse color
of each region by propagating these sparse edits according to the appearance graph.

2002] that have proven effective in representing collections of measured BRDFs [Matusik et al. 2003; Wang et al. 2006]. While
we are not interested in determining the structure of all realistic
BRDFs, we are faced with a problem similar to [Wang et al. 2006]
of determining the relationship between the BRDF samples within
a single dataset. We construct a graph similar to the first stage in
Isomap [Tenenbaum et al. 2000] that connects each BRDF sample
to a small number of its nearest neighbors in appearance (Eq. 2).
Fig. 3 shows the adjacent samples at a few points in a dataset of polished maple [Marschner et al. 2005]. Note that appearance neighbors are not necessarily adjacent along the surface.
This graph has two key properties. First, approximating the distance between any two BRDFs as their shortest connecting path in
this graph is more accurate than using a linear metric [Matusik et al.
2003]. Second, storing only a few neighbors at each sample is sufficient to capture the global structure in the data, but requires only
linear space requirements. This allows rapidly propagating edits regardless of the spatial and temporal configurations of the regions to
which they are applied (Sec. 5.2).
It’s worth noting the differences between our appearance graph and
the work of [Wang et al. 2006]. They introduce an algorithm for
automatically synthesizing the spatio-temporal evolution of a single
component material, where their appearance manifold explicitly
encodes the relationship between the material appearance at different times. The only similarity with our work is the construction of a
sparse graph. However, we use it as the domain for an optimization,
whereas they use it to reconstruct manifold coordinates.
Graph Construction. As with standard manifold embedding tech-

niques, selecting the number of nearest neighbors presents a clear
trade-off between accuracy and speed. Larger neighborhoods provide a more robust encoding of the global structure in the data,
but slow down graph construction and the subsequent optimization.
Smaller neighborhoods run the risk of missing important relationships in the data, but require less time to compute. Although the
optimal number of neighbors depends on the dataset, we performed
extensive testing for all the datasets shown in this paper and found
the performance of our system was stable above a very small number (see Fig. 4). In the end, we used 10 neighbors for each result.
We greedily construct the appearance graph by adding undirected
edges between each sample and its n nearest neighbors. Note that
this construction creates a graph in which each node has a potentially different degree no less than n. A brute-force search would
be impractical for real-world datasets, requiring O(nM 2 ) where
M is the number of BRDF samples. One key benefit of our Euclidean distance metric (Eq. 2) is that it permits the use of sublinear
nearest-neighbor search algorithms. We use one from the ANN library [Mount and Arya 2006] that uses a kd-tree to provide fast
retrieval and is efficient for feature vectors with up to roughly 20
dimensions.
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Figure 4: Effect of changing the neighborhood size on the final edit.

5.2

Optimization

We assign edit parameters ei at each sample i that minimize an objective function designed to enforce our solution is close to the values gi at painted samples and similar for samples close in appearance:
∑i (ei − gi )2 wi + ∑i ∑ j∈Ni (ei − e j )2 zi j
(3)
¯ ,ρ ))
t(d(ρ
zi j = maxi |Nj | ,
i

i

where wi is 1 for painted samples and 0 otherwise, Ni is the set of
appearance neighbors, and t is a transfer function that weights each
edge according to its distance in Eq. 2. The first term is responsible for satisfying the user-specified constraints and the second term
attempts to minimize the gradient of the solution in appearancespace. We divide the second term by the maximum degree of any
node in the graph to normalize for varying graph sizes.
¯2

¯ = e−d /2 whose
We use a simple exponential transfer function t(d)
standard deviation is set to a constant since appearance distances
are normalized, as previously described. Although it plays a larger
role in the version of our algorithm that supports spatially-localized
constraints (Sec. 5.3), in most cases t has virtually no effect on the
solution since d¯ is small between nearest neighbors. In fact, we obtained results indistinguishable from those presented for a constant
¯ = 1. This underlines a fundamental property
transfer function t(d)
of our framework: it is the topology of the appearance graph that
drives the optimization.
Interactive Solution. Minimizing Eq. 3 is achieved by solving the
following linear system for each element of e:

Ae = b
where bi = wi gi and

 −zi j
wi + ∑ j∈Ni zi j
Ai j =
 0


j ∈ Ni

i= j
.
otherwise 

(4)

Because A is sparse (there are |Ni | + 1 non-zero entries in the ith
row), symmetric, and positive definite we can use a conjugate gradient solver [Saad 2003] which we accelerate with a simple Jacobi
preconditioner. We report convergence times of a few seconds for
the datasets we evaluated (Sec. 6). One benefit of conjugate gradient methods, as opposed to a direct solver, is that they allow displaying increasingly refined solutions (see supplemental video). We
found that a user familiar with our system can often see where the
solution is heading and begin refining their constraints before full
convergence. Although we acknowledge that our solver could be
significantly accelerated with better preconditioners and multigrid
methods, we did achieve interactive rates for the datasets we tested
and leave these improvements as future work.
It is possible for our appearance graph to have disconnected components, which occurs when there are sharp boundaries between
materials. If one component is free of constraints, the resulting optimization is undefined for that component (i.e., the matrix A may be

Figure 5: Influence functions for each set of constraints in Fig. 2(d).

only semipositive definite). On the other hand, we can easily detect
these cases with a simple search over the graph and remove them
from the optimization, guaranteeing the BRDFs are unchanged in
the undefined region. From a user perspective, this is only problematic when a disconnected component is very small (usually due
to high measurement noise), which we found to be rare in practice. Furthermore, these situations are easily remedied by applying
additional paint to the affected component.
Influence Function Decomposition. The system above must be

solved once for each editing parameter. For example, applying a
scale and offset to each component of an isotropic Ward BRDF
would require solving 14 separate problems. To improve the responsiveness of our system, we adopt the strategy taken in [Lischinski et al. 2006] and express edits with respect to the influence function of each set of strokes which depend only on the location of
strokes and the input material, thus reducing the number of optimizations to one per constraint. We define a propagated edit ei as
the weighted sum ei = ∑c gc uci of the constant edit value gc specified for each constraint c weighted by the influence functions uci at
each sample. The influence functions uci are solutions to the linear
systems Auc = wc , where wci is 1 if the sample i belongs to constraint c and 0 otherwise. We can prove that this definition respects
the original formulation by substitution:
Ae = A ∑ gc uc = ∑ gc (Auc ) = ∑ gc wc = b
c

c

c

This formulation also allows the user to interactively change editing
parameters without solving the linear system again. Fig. 5 shows
the influence functions for the constraints in Fig. 2.

α = 0.1

Original w/ Constraints

α = 0.3

α = 0.4

Result of Local Edit

Figure 6: Top: Effect of the weighting parameter α in Eq. 5 on the appearance graph. Note that larger values restrict the graph to connect samples
that are close in both appearance and space. Bottom: Similar constraints
to those in Fig. 3 affect only the local area around the red paint stroke as
seen in its influence region (cutout). The particular value of α is determined
interactively by the user (this edit used α = 0.4).

Original w/ Constraints

Result of Local Edit

Figure 7: Local edit applied to the right eye of the bird model.

5.3

Local Edits

There are cases where a designer might wish to apply different edits to spatially disjoint regions with similar appearance. One such
example is editing only the dark vein in the upper right corner of a
dataset of polished maple shown in Fig. 6. Due to the way we construct the appearance graph, any edits made to this region will be
applied to areas of similar appearance. Moreover, simply placing
a conflicting constraint on a disconnected dark vein would produce
noisy results at samples incident to other samples with competing
goals in the optimization.
We support local edits by defining nearest neighbors to be close
in both appearance and space and apply the same optimization as
before. Specifically, we augment the feature vector in Eq. 1 with
the weighted spatial (and temporal) coordinates of each sample:
āi = {(1 − α)a1i , ...(1 − α)am
i , αxi , αyi , αzi , αti },

(5)

where pi = (xi , yi , zi ) is the 3-D position of a sample and ti is its temporal coordinate, normalized with respect to the size of the model
and the duration of the time sequence. The parameter α controls
the relative weight given to appearance and spatial proximity when
constructing the appearance graph and can be understood by considering the squared distance of Eq. 5 (we ignore time for sim2
2
2
plicity): āi − ā j = (1 − α)2 ai − a j + α 2 pi − p j . When
2

ai − a j is bounded (which is true in our case due to energy conservation of BRDFs), values of α confine the neighbors to lie within
a specific distance. This is visualized in Fig. 6 where the user has
determined a value of α that affects only the vein of interest. Note
that although this edit is local, it still respects the complex material
patterns in this region. Fig. 7 shows another example of a local edit
applied to the dark area of the right eye in the bird model.
Another interpretation of Eq. 5 is that α provides continuous control over the behavior of our algorithm. For α = 1, the graph only
contains spatial neighbors and the optimization resembles that of
Lischinski et al. [2006], restricting the influence of constraints to
spatially (or temporally) contiguous regions. In this case, it is important to apply the exponential transfer function to each edge (t in
Eq. 3) which appropriately weights its contribution by the spatial
gradient. On the other hand, setting α = 0 causes edits to affect
regions of similar appearance throughout the entire dataset, regardless of their configuration. In practice, α is set interactively by the
user (quick feedback is provided by our efficient neighbor search).

6

Results

We evaluated the performance and robustness of our approach by
performing a number of complex edits to all the material datasets
publicly available at the time of this writing. In Sec. 7 we compare
the editing capabilities of our prototype system to current state-ofthe-art techniques. High-resolution figures are available in the electronic version of this paper.

Original
name

maple
dove
dove*
sg
angel
bird
steel
wood

statistics
size

65,537
239,700
59,925
261,500
178,242
216,413
495,000
154,350

Edited

running times
features graph
solver

|A|
472,884
1,680,310
421,963
1,871,530
1,302,380
1,523,858
3,670,746
1,149,569

5.6 s
21.3 s
5.3 s
23.2 s
20.5 s
23.0 s
43.0 s
12.8 s

1.5 s
6.3 s
1.0 s
11.8 s
3.2 s
3.1 s
27.9 s
6.5 s

0.5 s / 2
4.3 s / 3
0.7 s / 3
7.5 s / 4
8.2 s / 5
8.2 s / 3
9.0 s / 2
3.5 s / 2

Table 1: Average running times of each stage of our algorithm for the
datasets we evaluated. For the conjugate gradient timings we also report
the number of constraints used.
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Figure 8: Time required to build the appearance graph and perform the
optimization as a function of neighborhood size for different sized datasets.
We found the behavior of our system to be stable above a small number of
neighbors and used ten in our results.

6.1

Performance

Tab. 1 lists each dataset we used to evaluate our system along with
their resolutions and the number of non-zero entries in the A matrix
for an appearance graph created with α = 0. As expected, graph
sizes linearly scale with the size of the dataset. Tab. 1 also reports
timing statistics for each dataset for an Intel Core 2 Duo running
at 2.66 GHz with 4 GB RAM with an NVidia GeForce 7700 with
256 MB (we used a GeForce 8800 in the video). The time required
to compute appearance feature vectors (Sec. 4), which is performed
when a model is loaded, is roughly proportional to the size of the
dataset, but split between BRDF evaluation and PCA. The timing
for graph construction (Sec. 5.1), reported for a neighborhood size
of 10, increases with problem size but is not strictly linear in the
number of samples. This is because the efficiency of our nearest
neighbor search will depend on the particular layout of samples
within the kd-tree. Recall that the graph is rebuilt only when the
user adjusts α (see Sec. 5.3). To further improve interactivity, a set
of graphs for different values of α could be precomputed, but we
leave this improvement to future work. Finally, we report average
convergence times of our conjugate gradient solver, assuming a typical set of constraints. However, these are worst-case estimates of
performance. Recall that we present the user with progressively refined previews of their edits; the first preview is typically available
within 0.5 seconds after propagation begins.
Fig. 8 plots the running time for graph construction and final optimization as a function of the neighborhood size in the appearance
graph. As expected, the speed of each stage scales linearly with
the number of neighbors. Comparing the curves for dove and a
downsampled version dove* for the same edits also shows linear
scalability with respect to data size. Furthermore there is little performance difference between applying global and local edits as the
maple plots indicate.

Figure 9: Top: Edits to the specular highlight and diffuse color of the metallic material and the diffuse color of the paper background. Bottom: Restoring this material’s original appearance by applying an editing constraint to
the worn areas of the metallic body (shown in orange) that sharpens and
brightens the specular highlight.

6.2

Material Edits

We have shown a number of edits performed with our system
throughout the paper and in the supplemental video. Here we review each source of data and describe these edits in more detail.
We downsampled some of the datasets to meet memory requirements in graphics hardware. These edits all required only a few
minutes to perform for a user familiar with our system.
Lensch et al. [2003] recorded measurements of curved objects
with spatially-varying reflectance and fit parameters of a Lafortune
BRDF [Lafortune et al. 1997] to each spatial position which were
projected onto a small number of clusters. We downsampled the
angel and bird datasets to roughly 200K samples (from 1.6M and
1.9M, respectively) and manually repaired a few noisy regions. We
also refit a Lafortune BRDF to each point in order to allow independently editing their reflectance. Fig. 1 shows edits made to the angel
dataset that alter the glossiness and diffuse color of the gown and
shoes; darken the diffuse albedo of the hair; and sharpen the specular highlights across the faces (five total constraints). The two constraints shown in Fig. 12 adjust the reflectance of the entire model
except for the silver regions (halo, stars, wings, etc.). Fig. 2 and the
supplemental video show similar edits to the specular highlight and
diffuse color across different regions of the bird model and Fig. 7
shows a local edit applied to the bird’s right eye.
Marschner et al. [2005] introduce an analytic BRDF model for
representing reflectance measurements of polished wood. Their
model is similar to the Ward BRDF [Ward 1992] and provides control over the diffuse color and the magnitude of the specular highlight. We cropped the maple dataset to a 256 × 256 region. Our
system is ideal for performing color correction on materials with
these types of complex regions. Fig. 3 shows two constraints used
to independently adjust the diffuse albedo of the two grain densities. Fig. 6 shows a similar edit, but applied locally to the dark vein
in the upper right corner using the method described in Sec. 5.3.

Original
Edited
Figure 10: Edits made to a time-varying sequence of steel rusting represented with a modified Cook-Torrance BRDF. The constraint shown in red increases
the glossiness and adjusts the diffuse color of the untarnished metal and the other constraint (green) modifies the diffuse color of the rust.

Lawrence et al. [2006] describe a hierarchical decomposition of
measured spatially-varying reflectance into shade trees that isolate
a set of component BRDFs, each represented by a set of curves,
and their spatial mixing patterns. Because their focus was also on
material editing we make direct comparisons in Sec. 7. We expand
their representation and compute a pair of curves, which are stored
in texture maps for interactive rendering, using Alternating Constrained Least Squares (ACLS) with value constraints as described
in their paper (this allows independently modifying each sample).
We tested the isotropic datasets dove and sg at their full spatial resolutions (470×510 and 523×500, resp.) and full angular resolutions
(θh = 100, φd = 8, θd = 16). Our prototype system allows modifying the scale and offset of each curve and adjusting the falloff of the
half-angle term to control the shape of specular highlights. Fig. 1
shows spatially-varying edits made to the diffuse color and specular
highlights in the sg dataset. Fig. 9 shows two editing results for the
dove dataset that include (top) changing the specular highlight and
specular color of the metallic region and multi-colored background
and (bottom) restoring its original appearance with an edit (orange)
that brightens and sharpens the specular highlight in worn areas.
Note that these two sets of edits would be challenging to make using the framework in [Lawrence et al. 2006] as each would require
a slightly different shade tree.
Gu et al. [2006] fit measurements of space- and time-varying reflectance to a modified Cook-Torrance BRDF [Cook and Torrance
1981]. We tested our system on the steel and wood drying datasets
at their full temporal resolution and a spatial resolution of 150×150
and 105 × 105, respectively. Fig. 1 shows constraints that sharpen
the specular highlight and darken the diffuse albedo of wet areas in
the wood drying sequence. The constraints in Fig. 10 applied to the
steel dataset widen the specular highlight and change the diffuse
color of the metal and modify the diffuse color of the rusty areas.
Peers et al. [2006] measured a 4-D slice of the full 8-D Bidirectional Surface Scattering Reflectance Distribution Function (BSSRDF) [Nicodemus et al. 1977] for several heterogeneous translucent materials. Their datasets capture the transport of light between
all pairs of points (pi , po ) at a fixed incoming and reflected direction: S(pi , po ). We have experimented with using our system to edit
this type of less structured visual data. These datasets do not allow
interactive rendering so we generated edit parameters that are then
applied off-line. We expanded their factored representation to produce a unique 20 × 20 radial scattering function at each position for
the chess dataset, used PCA to reduce these to 15-dimensional feature vectors, and computed the appearance graph as before. Fig. 11
shows the result of blurring the radial scattering functions, which
increases the material’s apparent translucency, within the influence
function for the yellow stroke and correcting the diffuse color for
the green stroke. Note the softer edges along illumination boundaries on the white marble.

Original w/ constraints

Edited Result

Figure 11: Our system can also be used to edit less structured visual data
such as this measured heterogeneous translucent material. We apply a blur
to increase the effective radius of subsurface scattering, thus increasing
translucency, to the white marble (yellow constraint) and adjust the diffuse
color of the green marble (green constraint). The material is rendered under local spatially-varying illumination to emphasize the increased translucency of the white marble.
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Comparison to Prior Work

Clustering Techniques.. The Inverse Shade Tree (IST) frame-

work [Lawrence et al. 2006] and related representations based on
clustering algorithms [Lensch et al. 2003; Goldman et al. 2005]
project measurements of spatially-varying reflectance onto a compact linear basis that allows editing each basis BRDF anywhere it
appears on the surface. While a direct comparison to these techniques is not altogether fair, since theirs is automatic and ours is
interactive, it is still worth highlighting a fundamental difference
between the two: our method frees the user from worrying about
the underlying dimensionality of the data or ensuring their edits
comply with a particular basis or segmentation. Indeed, one interpretation of our approach is to postpone the decision of how best
to organize the data until the designer’s intent is clear (by way of
their editing constraints), but maintain a data structure that allows
performing this analysis efficiently so that editing can occur at interactive framerates.
This difference is illustrated in Fig. 12 where we compare our
method to a direct extension of prior work that sets the number
of clusters/dimensionality of a reduced basis equal to the number
of editing constraints. Fig. 12(a) shows two constraints applied to
the angel dataset which change the glossiness of the body, shoes,
face and hair (region #1) without affecting the silver areas: wings,
halos, and the two stars and tree outline (region #2)–the resulting
edit is shown in Fig. 12(b). Fig. 12(c) shows the influence function for the constraint visualized in red in Fig. 12(a). Note that
our optimization correctly propagates this constraint evenly across
region #1 while correctly respecting the boundary with region #2.

Influence Functions

(a) Constraints

(b) Edited

(c) Our Method

(d) k-means

(e) c-means

(f) ACLS

Figure 12: Comparison of our method to clustering algorithms for propagating editing constraints. (a) Constraints for adjusting the glossiness of the gown,
shoes, face and hair (red) without affecting the silver material regions (green). (b) Result of propagating this edit using our method and the (c) underlying
influence function for the constraint visualized in red. Note that our method accurately propagates this edit smoothly over the intended region while respecting
the boundary with the other constraint. (d) The result of using k-means to separate this dataset into two regions that respect these constraints. Due to the
variation in material properties and its susceptibility to poor local minima, it misclassifies several areas (e.g., silver stars and tree on the gown). The persample weights computed with “soft” clustering algorithms such as (e) c-means and (f) the ACLS matrix factorization algorithm of Lawrence et al. [2006] also
fail to provide influence functions that would correctly propagate these editing constraints.

Fig. 12(d) visualizes the cluster that most closely corresponds to region #1 after applying k-means with two clusters initialized to the
average value below each set of paint strokes. Because the optical properties within region #1 differ (Lensch et al. [2003] reports
the actual number of clusters in this dataset is around 8), clustering improperly classifies the silver area on the gown, for example,
and would incorrectly apply this edit to areas inside region #2. Related algorithms for “soft” clustering such as c-means [Jain et al.
1999] (Fig. 12(e)) and those based on constrained matrix factorization [Lawrence et al. 2006]1 (Fig. 12(f)) return equally poor results
for the same reasons.
Although these algorithms would certainly perform better with
more clusters, performing this particular edit would require consistently modifying several components. Furthermore, determining
the correct dimensionality of the data (i.e., number of clusters) is
a theoretically hard yet important decision that is left to the user.
Moreover, these methods assume that the input can be expressed in
a compact linear basis. While this is true in many cases, smooth
gradients in a material’s glossiness, for example, would yield inefficient decompositions. In the end, however, the final material basis
determines the quality and nature of the subsequent edits. In contrast, our approach allows easily specifying a wide range of complex edits that could not be expressed in a single basis.
Image Editing Techniques. Recent techniques for image colorization [Levin et al. 2004] and tonal adjustment [Lischinski et al. 2006]
use a painting interface to specify editing constraints and solve
a minimization problem similar to ours. However, because these
methods were designed to smoothly apply edits within spatially
contiguous image regions they are not easily adapted to editing materials where it is often important to propagate edits across intricate
and disjoint regions. Fig. 13 shows a network of fine metallic cracks
around the beak in the dove dataset. Propagating editing constraints
carefully placed at a few locations amid these cracks (arrows in
Fig. 13(a)) using the optimization in [Lischinski et al. 2006]2 fails
to isolate this detailed region (Fig. 13(b) shows the influence function of the orange strokes). Compare this to the influence function returned from our optimization shown in Fig. 13(c) that correctly isolates this complex region due to its proximity in appearance. Furthermore, techniques that automatically add constraints
within a global threshold (e.g., the Lumabrush tool in Lischinski
et al. [2006]), are hard to control and can easily undersample important points in this region (Fig. 13(d,top) and resulting influence
1 We experimentally adjusted the sparsity and unity parameters for ACLS
to achieve the best separation.
2 We carefully tuned the several parameters in their algorithm to achieve
the best separation. For this result we set, λ = 0.2, α = 1.0 and, ε = 10−7 .

function in (e)) or include incorrect ones (Fig. 13(d,bottom) and
(f)). In fact, the subtle numerical difference between these cracks
and the yellow background makes it impossible for a single threshold to locate a sufficiently dense and accurate set of constraints.
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Discussion and Future Work

Distance Metrics Although the Euclidean norm is a crude approximation of perceptual distance, our approach is agnostic to which
metric is used. Future work might consider replacing the metric
in Sec. 4 with perceptually-meaningful alternatives [Pellacini et al.
2000] or adapt our graph building algorithm to incorporate measures of texture similarity [Irony et al. 2005].
Appearance Cues We would also like to extend our work to incorporate the position of the camera and lighting into the analysis and
interpretation of editing constraints. These provide valuable cues
about the angular region (e.g., specular or diffuse lobe) the designer
was interested in adjusting.
Editing Generic Visual Data We believe our tool could be used
to edit less structured visual data such as light fields or reflectance
fields (the subsurface scattering result is a preliminary step along
this direction). Performing even simple color adjustments to these
massive and complex datasets requires making difficult and robust
selections that are not possible with current methods.
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Conclusion

We have introduced a new framework and set of algorithms for editing spatially- and time-varying measured reflectance, marking an
important step toward integrating them into artists’ workflows. Our
approach combines a simple and intuitive painting interface with a
new algorithm for propagating a sparse set of constraints in a way
that respects the complex and intricate texture inherent to measured
data. We have used a prototype system to edit examples from multiple datasets of measured reflectance and present results that encompass both parametric and non-parametric BRDF representations.
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(a)

(b)

(c)

(d)

(e)

(f)

Figure 13: Comparison to image-driven techniques for propagating material edits. (a) A few constraints carefully placed along some fine metallic
cracks. (b) The optimization in Lischinski et al. [2006] fails to propagate
these edits to this intricate region as illustrated by the influence function
computed for the orange constraint. (c) Our optimization correctly identifies areas with similar appearance. (d) Automatically adding constraints
that fall within a global threshold is difficult to control and often results in
adding either (top) too few or (bottom) too many. This results in the influence functions shown in (e) and (f).
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