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Figure 1: To edit the appearance of images and measured materials, users quickly perform rough adjustments that our algorithm refines to
maintain the intricate patterns of the originals. Top Left: A few painted strokes are propagated to all regions of similar appearance (darker
areas indicate unedited regions). Image c� Jaap Hart. All rights reserved. Bottom Left: Arbitrary, imprecise edits to the whole image are
refined to respect appearance patterns while maintaining the artist’s intention. Right: Rough edits on a material dataset from [Lawrence et
al. 2006].

Abstract

We present an intuitive and efficient method for editing the ap-
pearance of complex spatially-varying datasets, such as images
and measured materials. In our framework, users specify rough
adjustments that are refined interactively by enforcing the policy
that similar edits are applied to spatially-close regions of similar
appearance. Rather than proposing a specific user interface, our
method allows artists to quickly and imprecisely specify the initial
edits with any method or workflow they feel most comfortable with.
An energy optimization formulation is used to propagate the initial
rough adjustments to the final refined ones by enforcing the editing
policy over all pairs of points in the dataset. We show that this for-
mulation is equivalent to solving a large linear system defined by
a dense matrix. We derive an approximate algorithm to compute
such a solution interactively by taking advantage of the inherent
structure of the matrix. We demonstrate our approach by editing
images, HDR radiance maps, and measured materials. Finally, we
show that our framework generalizes prior methods while providing
significant improvements in generality, robustness and efficiency.

1 Introduction

Images, whether low- or high-dynamic range, and measured ma-
terials can be viewed as large, spatially-varying collections of ap-
pearance samples, encoding color or material parameters respec-
tively. While these quantities differ considerably, common editing
needs arise, often to convey an artistic interpretation of the orig-
inal. Performing even simple adjustments to the appearance of
these spatially-varying datasets is challenging for two main reasons.
First, the large number of appearance samples in these datasets pro-
hibits manually altering each one individually. Second, to maintain
the intricate patterns, edits must be applied evenly across regions
distributed in complex, often disjoint, spatial patterns.

Our goal is to provide an intuitive, easy-to-control, and interac-
tive method for editing the appearance of spatially-varying datasets.
We achieve this with an editing framework where users specify
“rough” adjustments to different regions of these datasets, while
our algorithm refines these edits interactively by enforcing the pol-
icy that similar edits are applied to spatially-close regions of sim-
ilar appearance. This policy is motivated by the observation that
edited datasets that exhibit this property maintain the complex pat-
terns of the originals. Our framework naturally supports different
editing workflows, allowing artists to choose their preferred method
to specify the rough edits. Stated another way, we do not focus on
defining a particular workflow and associated user interface, but on
enforcing an intuitive and effective policy while allowing artists to
choose any tool to perform the initial manipulations.

Fig. 1 shows two examples of rough edits supported by our frame-
work. On the top row, the user edits the image with a few brush
strokes painted in regions of different appearance; our algorithm
automatically propagates these edits to all other points in the im-
age even when such points are in disconnected regions. To achieve



more control, artists may want to quickly specify edits for the whole
image, without the need to precisely respect appearance patterns.
Our algorithm will refine these edits to ensure that they respect un-
derlying appearance features as demonstrated in the bottom row of
the figure. In specifying these initial rough adjustments, artists can
use whichever user interface they feel most comfortable with, in-
cluding commercial packages such as Adobe Photoshop.

In our framework, an energy-optimization formulation is used to
propagate the initial rough edits to the final refined ones. In this
formulation, user edits are soft constraints, while the policy that
similar edits are applied to closeby regions of similar appearance
is expressed as a term that penalizes gradients in the final edits
between points of similar appearance, computed over all pairs of
samples in the datasets. We show that this is equivalent to solving
a linear system defined by a dense matrix of thousands of billions
of elements. To achieve interactivity, we present an approxima-
tion algorithm that can solve this linear system at interactive rates
and with high accuracy, derived by taking advantage of the inherent
structure of the matrix.

Our work is inspired by recent results in image [Lischinski et al.
2006] and material editing [Pellacini and Lawrence 2007] that use
sparse optimization formulations to provide an effective stroke-
based editing workflow. We show that these methods can be in-
terpreted as special cases of our formulation, being less general in
their support for user input, while at the same time proving less ro-
bust and slower to compute with. Furthermore, we show that our
method can also be interpreted as a robust generalization of joint-
bilateral filtering [Petschnigg et al. 2004; Eisemann and Durand
2004] as applied to edit propagation.

In the remainder of this paper, we will present our framework,
showing mostly image editing results, since images are more read-
ily available. The reader should be aware though that our frame-
work works on materials as well, which we in fact found less chal-
lenging to perform adjustments on. This paper makes the following
research contributions:

• we propose a general formulation for refining “rough” edits
which ensures that similar edits are applied to spatially-close
regions of similar appearance and which naturally supports
different artistic workflows and user interfaces (Sec. 3)

• we derive an accurate approximation algorithm based on ma-
trix sampling to interactively propagate the final edits, sup-
porting our claims with a careful analysis (Sec. 4)

• we demonstrate that our editing framework works on sev-
eral appearance quantities, including low- and high-dynamic
range images and measured materials using a variety of ana-
lytic and non-parametric representations (Sec. 5)

• we show that our framework generalizes prior work on stroke-
based formulations for images and materials and methods de-
rived from joint bilateral filtering while providing significant
improvements in robustness and efficiency. (Sec. 6)

2 Related Work

Tonal Adjustments. Global adjustments of image tones can be
performed using a wide variety of methods, from tools found in
editing packages such as Adobe Photoshop [Adobe Systems Inc
2007] to tone mapping methods for HDR radiance maps [Reinhard
et al. 2005]. Artists locally control these adjustments by applying
edits selectively in different regions. Performing these selections is
the most laborious task in tonal adjustments [Lischinski et al. 2006],
since selection masks have to respect the intricate patterns and com-
plex edges found in images, a cumbersome operation even with the

most advanced tools. Interactive edge-aware image methods [Chen
et al. 2007; Wang et al. 2007] alleviate the problem by substan-
tially improving the speed at which artists receive feedback during
selection. Rather than investigating smarter selection methods, we
propose a fundamentally different approach where artists specify
rough adjustments that are then refined to respect the underlying
image patterns, obviating the need for selection completely. In our
experience, this was particularly beneficial when editing complex
natural images, where selections are often hard to perform.

Material Editing. Spatially-varying materials can be edited by pro-
jecting surface reflectance over a small set of basis materials, which
can then be adjusted [Lensch et al. 2003; Lawrence et al. 2006].
However, these representations are only effective if the edits com-
ply with such particular decomposition, limiting their generality
considerably. To achieve greater control, the same need for care-
ful selections observed in images arises, posing similar problems to
the ones discussed above.

Appearance Editing by Optimization. Recently, intuitive stroke-
based formulations have been proposed to simplify the selection
process. In these methods, users mark with strokes regions that
should receive the same edit. An optimization formulation is then
used to compute fuzzy selections corresponding to each stroke.
These methods have proved effective for images [Levin et al. 2004;
Lischinski et al. 2006] as well as materials [Pellacini and Lawrence
2007]. Our formulation is inspired by these approaches, and is more
general in its support for user edits, since it does not rely on selec-
tions (Sec. 3), and more efficient and robust numerically, as shown
by the analysis in Sec. 6. The optimization in [Lischinski et al.
2006] only considers the pixel luminance and does not support dis-
connected regions. Methods based on color labeling have been pro-
posed to address each of these limitations, respectively [Irony et al.
2005] and [Qu et al. 2006; Luan et al. 2007], but remain limited due
to the often present errors in the labeling process that cause artifacts
during edit propagation.

Matrix Approximation by Column Sampling. Our editing frame-
work relies on solving a linear system derived from a dense affinity
matrix, whose size is the square of the number of samples in the
data and thus impractical to compute with. We therefore seek to
derive an efficient approximation algorithm. Faced with a simi-
lar challenge, [Williams and Seeger 2000; Drineas and Mahoney
2005] introduce a low rank approximation of the affinity matrix,
computed from a small number of its columns, in the context of
kernel machine learning. This approximation was adapted to binary
image segmentation in [Fowlkes et al. 2001; Fowlkes et al. 2004].
Our method adopts such approximation by applying it in the novel
context of edit propagation, as derived in Sec. 4. Within graphics,
a similar sampling pattern was introduced to solve the many light
problem by column clustering [Hašan et al. 2007].

3 Editing Framework

We propose an editing framework where users specify edits by per-
forming “rough” adjustments to different areas of an image or mate-
rial that are propagated to all other points in a manner that enforces
the policy that similar edits are applied to closeby regions of simi-
lar appearance. This policy ensures that the complex patterns found
in the original datasets are respected after the edit is applied, thus
saving artists from the cumbersome process of having to carefully
select intricate regions to perform local adjustments. Furthermore,
we found the propagated edits to match artists’ intuitions very well,
thus providing an easy-to-interpret control.

A benefit of our framework is that we focus on enforcing an editing
policy, rather than proposing a specific user interface. This allows
artists to choose their preferred workflow and tools to specify the
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Figure 2: Different exposure adjustments performed on a simple image. Left: Edits painted with two small brush strokes are propagated
to regions of similar appearance. Middle: The propagation is controlled by editing more regions in the image. Right: For complex edits,
initial adjustments specified quickly and imprecisely over the whole image using artists’ preferred tools (e.g. brush strokes, gradients, etc.)
are refined to respect the patterns of the original.

initial edits. We illustrate this aspect in Fig. 2 by demonstrating ex-
posure adjustments performed on a simple HDR image chosen for
clarity of presentation. An artist may choose to quickly paint edits
on different regions with a few brush strokes, without adjusting the
rest of the image, as in Fig. 2 (left). We will refer to these edits as
“sparse edits”. Our algorithm will then propagate such edits to all
other regions of the image; note in this case how the sky and the
two disjoint buildings receive the appropriate adjustments. To con-
trol the propagation, artists simply edit more regions, e.g. to darken
the left tower in Fig. 2 (middle). Performing these adjustments took
a couple of seconds, compared to a few minutes required to obtain
a similar edit with Photoshop, even in this simple picture. To obtain
more control, artists can quickly adjust the whole image by apply-
ing any edit desired. We will refer to these edits as “dense edits”.
A benefit of our editing policy is that it allows artists to do so with
very imprecise input that does not respect the intricate patterns and
edges found in the data. Fig. 2 (right) shows one such edit where
the artist applies an even exposure adjustment on the buildings and
paints a gradient in the sky. Note how rough these edits are, and in
particular how they do not respect image edges. Our editing policy
will simply refine these edits to respect the patterns found in the
data. Our algorithm works just as well on images with very com-
plex appearance, such as the flower and fog scenes shown in Fig. 1
where disconnected regions, soft edges, fog gradients and the intri-
cate patterns render common editing tools impractical.

While we did not perform any formal user study, we found that
sparse edits suffice for simple adjustments in simple images or ma-
terials. Prior work [Lischinski et al. 2006; Pellacini and Lawrence
2007] focused solely on this workflow by proposing stroke-based
interfaces that restrict the edits supported to only constant modi-
fications per stroke and require input to be exact for the painted
pixels. On datasets with more complex structure, we found that pre-
cisely specifying edits becomes too cumbersome and that working
with imprecise dense input was significantly faster and more natu-
ral. Also this allows us to naturally impose any edit we desire, not
only constant modification per stroke, but also gradient alterations,
artistic filters, etc.

3.1 Edits Definition

In our framework, the edited appearance a

0
i at a point i is com-

puted from the original one ai by applying an editing function
a

0
i = f(ai; ei) controlled by the editing parameter ei at the point.

For images, ai contains the color values of each pixel, while for
spatially-varying materials it contains the parameters of the under-
lying BRDF model at each surface location. Artists specify the
parameters of their desired edits gi in different regions of the image
or material, where wi represent the strength of the user preference,
varying between 0 and 1 .

Following prior work [Lischinski et al. 2006; Pellacini and
Lawrence 2007], our framework supports arbitrary edits by prop-
agating their parameters e, rather than the final appearance val-
ues, making our editing formulation independent of the particu-
lar edits applied. Thus our framework can be seen as a function
T : {gi, wi} ! {ei} that propagates user edits to final ones by
enforcing our editing policy 1 . Fig. 4 shows user input and fi-
nal values of the exposure adjustments performed in Fig. 2. In our
prototype, we have tested exposure, contrast, saturation, and color
temperature adjustments for images, and scaling and offsetting of
materials parameters.

3.2 Appearance Distance

To find regions of similar appearance, our method requires comput-
ing the distance in appearance between two points. We capture such
distance as the L2 distance between feature vectors fi computed at
each location.

For images, feature vectors are comprised of the pixel color as well
as the average and standard deviation of the color in a fixed-size
neighborhood around the pixel (3-by-3 for our results) to account
for texture variations. Following prior work [Lischinski et al. 2006],
color features are computed in Lab color space for low dynamic
range images while the logarithm of such values is computed for
high dynamic range ones, to account for the large appearance vari-
ations. A texture metric is used to ensure that regions of high color
variations but similar texture receive the same edit. Fig. 3 shows
the importance of including such a metric. While we acknowledge
that more accurate texture metrics exist, we found that this simple

1Please note that since we propagate editing values, the commercial tool
used for initial adjustments has to export such parameters rather than the
edited image. In Photoshop, this can done by working in layers. It would be
interesting in the future to automatically extract the edit parameters from a
roughly edited dataset, that we believe might be possible for images, but we
remain skeptical whether it will work for materials.
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Figure 3: Edit propagation with and without texture features. Note
how including such features ensures more intuitive propagated ed-
its. Top: image adapted from [Qu et al. 2006].

one works well for our application, and leave as future work the
integration of more accurate ones.

For materials, we follow [Pellacini and Lawrence 2007] and define
the distance between two BRDF samples as the average squared
difference of their values weighted by the cosine term, integrated
over incoming and outgoing directions. The authors of the work
show how such distance can be approximated accurately by the L2

distance of feature vectors obtained by sampling the BRDFs for a
large number of incoming and outgoing directions and reducing the
number of dimensions by using PCA. We refer the reader to the
reference for the complete derivation.

3.3 Edit Propagation

We formalize edit propagation as an optimization problem, where
user edits g are interpreted as soft constraints, by defining the prop-
agated parameter e as the ones that minimize the following energy
function

X
i

X
j
wjzij(ei � gj)

2
+ �

X
i

X
j
zij(ei � ej)

2 (1)

with zij = exp

�
�kfi � fjk2/�a

�
exp

�
�kxi � xjk2/�s

�

where the sums are computed over all points in the dataset and
zij is the affinity between sample i and sample j, computed as a
product of two guassians, respectively of the distance between the
points’ spatial locations xi and their appearance vectors fi. This
energy function is a sum of two terms, whose relative contributions
are controlled by �. The first one is responsible for satisfying the
user-specified edits g, weighted by its strength w (e.g. 0 for non-
edited samples and larger values for edited samples). Rather than
imposing these constraints exactly on the edited points, we impose
them on all closeby points of similar appearance as captured by the
affinities zij . This is motivated by the fact that we expect artists
to specify edits imprecisely, so we impose those edits on closeby
regions. The second term of the energy function enforces our edit-
ing policy, thus ensuring that the final edits are similar for closeby
regions of similar appearance, by constraining the gradients to be
small for similar samples, as captured by the affinities zij . In our
formulation, we impose this policy over all pairs of samples in the
data to ensure a high quality solution.

The propagation is controlled by three parameters, �, �a and �s.
For all results in this paper we set � =

P
i wi/n which ensures that

the relative contributions between the two terms of the energy func-
tion are roughly the same. The values of �a depends mostly on the
dataset being edited. We use values of 500 for low dynamic range
images, 0.2 for HDR radiance maps, and 0.2 for materials. The
difference between these values is not surprising since the values of
the feature distances computed fundamentally change for different
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Figure 4: Initial and propagated edit parameters for Fig. 2.

types of input. �s was the only value that we changed while edit-
ing, since it depends on the user intention in specifying the rough
edits. We report the values of �s normalized to the image size. At
the two extremes, we use the value 0.05 for imprecise dense edits
to maintain their basic structure, while 10 is used for very sparse
ones to propagate as far as possible. For a 600⇥ 400 image, these
roughly correspond to 90 pixels and the whole image.

While optimization formulations for edit propagation have been
presented for appearance editing before [Lischinski et al. 2006; Pel-
lacini and Lawrence 2007] , our approach is fundamentally differ-
ent in three manners. First, we explicitly account for user error in
the optimization, thus allowing artists to work with imprecise input,
necessary in complex natural images. Second, the stroke-based in-
terfaces described in prior work essentially amount to solving a soft
selection problem, where final edits are computed by applying the
stroke adjustment in the region corresponding to such stroke. Our
approach is more general in its support for any type of adjustment,
such as changing gradients, or applying an artistic filter, and thus
not equivalent to soft selection. Third, we enforce our editing pol-
icy over all pairs of samples, rather than just picking a few. We will
prove in Sec. 5 that this renders our framework significantly more
robust in all tested datasets.

4 Algorithm

The energy function defined in equation (1) is quadratic, and thus
can be minimized by solving the set of linear equations
⇣X

j
zijwj + 2�

X
j
zij

⌘
ei � 2�

X
j
zijej =

X
j
zijwjgj

which can be written in matrix notation as

(D � Z)e =

1

2�
ZWg ) e =

1

2�
(D � Z)

�1ZWg

where e, g are respectively the vectors of propagated and initial
edits, Z is the affinity matrix whose elements are zij , W is a di-
agonal matrix with Wii = wi, and D is a diagonal matrix with
Dii = di =

P
j (zij + zijwj/(2�)).

Solving this linear system is problematic due to the size of the
affinity matrix, which is n2 where n is the number of points in
the datasets, making the solution of the linear system O(n3

). For
example, for a one megapixel image, the size of Z is 10

12 ele-
ments. While such matrix may contain zero elements, it is not
sparse enough to be efficiently treated (or stored) sparsely.

4.1 Approximate solution

One of the key insights of our method is that given the amount
of self-similarity of the feature vectors in the datasets, the affinity
matrix has considerable structure and is close to low rank. Such
self-similarity originates from the presence of regions of similar



appearance. We take advantage of the structure of the affinity ma-
trix by seeking a computationally and memory efficient low rank
approximation. [Williams and Seeger 2000] made a similar obser-
vation when using an affinity matrix in the context of kernel-based
learning. They introduced a randomized algorithm for computing
a low rank matrix approximation, which was then adapted to speed
up binary image segmentation [Fowlkes et al. 2004; Fowlkes et al.
2001]. Within the novel context of edit propagation, we adopt such
approximation to derive an efficient algorithm, and validate its ac-
curacy and efficiency with a careful analysis.

Low-Rank Stochastic Approximation. Here we derive the ap-
proximation introduced in [Williams and Seeger 2000], following
a method that more closely matches our subsequent use. Since Z
is close to low rank, it can be well approximated by considering m
linearly independent columns, with m ⌧ n. Let U be the n ⇥m
matrix formed by these m columns of Z. Sampling U is equivalent
to computing the affinities of a small set of locations to all other
points in the data. For simplicity of notation, let us assume that the
chosen m columns come first in Z and the remaining ones come
next. Since Z is symmetric, we can write

U =


A
B

�
) Z =


A BT

B C

�

where A is the m ⇥ m matrix of affinities between the selected
locations, B is the (n �m) ⇥m affinities between such locations
and all other points and C is the (n � m) ⇥ (n � m) matrix of
residuals that we seek to approximate compute from U . If Z has
exactly rank m, and since it is positive definite, there exists an n⇥m
matrix V , such that Z = V V T . By choosing X and Y to have
respectively the same size as A and B, we can write

V =


X
Y

�
) Z =


X
Y

� ⇥
XT Y T

⇤
=


XXT XY T

Y XT Y Y T

�

By comparing the two notations, we can derive C = Y Y T from
A = XXT and B = Y XT as

C = Y Y T
= (Y XT

)((XT
)

�1X�1
)(XY T

) = BA�1BT

In reality, Z does not have exactly rank m, but being close to low
rank it can be well approximated by a set of independent columns,
i.e. Z ⇡ V V T with m ⌧ n. This implies that C ⇡ BA�1BT

where the quality of the approximation can be measured by the
Frobenius norm of the Schur complement ||C�BA�1BT ||F . De-
termining how to pick the columns so that they are linearly inde-
pendent would require knowledge of the whole matrix. We instead
stochastically select a set of m columns by stratified sampling of
the image, to ensure good coverage, which we expect to be slightly
larger than the optimal value, but still significantly smaller than n.
In summary, as illustrated in Fig. 5, we can write

Z ⇡ ˜Z =


A BT

B BA�1BT

�
=


A
B

�
A�1 ⇥

A BT
⇤

= UA�1UT

We can thus approximate the n ⇥ n matrix Z by computing and
storing a much smaller n ⇥m matrix U . Fig. 6 shows the affinity
matrix and its approximation for a crop of the image used in Fig. 2.
Note how even a small number of samples captures the structure of
the full matrix very well. In Sec. 4.2 we will show that the approx-
imation is accurate for full size images.

Approximate Edit Propagation. Conceptually, we approximately
solve our original edit propagation problem by substituting the
affinity matrix Z with its approximation ˜Z, giving us

e ⇡ 1

2�
(D � ˜Z)

�1
˜ZWg

m

column sampling low rank approximation

unknown Z matrix approximated Z matrix

A               B

B            BA B

T

-1   T

A               B

B               ?

A               B

B               C

TT

n

Figure 5: Illustration of the affinity matrix approximation. Since
the unknown n ⇥ n affinity matrix Z is close to low rank, it can be
approximated by sampling m⌧ n columns and reconstructing the
remaining unknown values from the sampled ones.

image with samples Z matrix approximated Z matrix

Figure 6: Full and approximated affinity matrix for a 64⇥ 64 crop
of Fig. 2 (crosses indicate columns’ locations). Note how the 80-
columns approximation captures the structure of the original.

where all computations need to be carried out without expanding ˜Z
from its factored representation. We begin by computing the term
˜ZWg as UA�1UT Wg, which can be computed using only small
matrix-vector multiplications starting from the diagonal matrix W
and moving toward U . Next, to determine the diagonal elements of
D, we rewrite their definition in matrix notation as

d =

✓
1

2�
ZW + Z

◆
1n ⇡

✓
1

2�
UA�1UT W + UA�1UT

◆
1n

where 1n is a vector of n ones. This can also be computed as a set
of small matrix-vector multiplies.

We are now left with the problem of computing (D � ˜Z)

�1. We
can do so without the need to compute the inverse of a large matrix
by applying the Woodbury formula, which gives the inverse of the
sum of a matrix and a matrix product [Golub and Van Loan 1996].
Applied to our problem we get:

(D�UA�1UT
)

�1
= D�1�D�1U(�A+UT D�1U)

�1UT D�1

The above equation requires the computation of only two inverses,
D�1 which can be trivially computed since D is diagonal, and
(�A+UT D�1U)

�1 which is efficient since its size is only m⇥m
for m⌧ n. Putting it all together we obtain the approximation:

e ⇡ 1

2�

⇣
D�1 �D�1U(�A + UT D�1U)

�1UT D�1
⌘
·

·
⇣
UA�1UT

⌘
Wg

4.2 Analysis

Computational Complexity. Our final algorithm performs several
matrix-vector multiplications, the largest of which takes O(nm),
matrix inversions of m ⇥m matrices taking O(m3

) and a matrix-
matrix multiply to compute UT D�1U that takes O(m2n) opera-
tions. Since m ⌧ n, the total cost of the algorithm is O(nm2

),
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Figure 7: Approximation accuracy. Left: Normalized Frobenius
norm of the Schur complement for the crop in Fig. 6. Right: Rela-
tive error between propagated edits and a reference obtained using
200 sampled columns computed for 600⇥ 400 images.

which is linear in the number of points in the data, and quadratic
in the number of sampled columns. The memory requirements of
our approach are dominated by the matrix U that requires O(nm)

elements, which is linear with the number of points and samples.
This illustrates that our approximation algorithm scales well with
the number of points in the data, even as it is propagating edits by
taking into account all n2 pairwise affinities.

Numerical Accuracy. We analyze the accuracy of our method by
computing the full affinity matrix for the 64 ⇥ 64 cropped image
in Fig. 6, the largest we could fit in memory, and compare it with
its approximation. Fig. 7 plots the norm of the Schur complement,
normalized by the affinity matrix norm to more easily compare ma-
trices for different �s. Note how the norm quickly converges to a
small value as we increase the number of samples m. To understand
how this affects the quality of the propagated edits in full resolution
images, we compute, as a function of m, the average relative error
between the propagated edits and a reference obtained using 200
samples. The average is computed over twenty edits of high resolu-
tion images. We choose 200 samples as reference since we saw no
improvement in the error by adding more samples and since com-
puting the full matrix is impractical for large images. Fig. 7 reports
such solution’s error confirming the same trends observed in the
analysis of the matrix error. Motivated by these results, we choose
to generate all results in this paper using 100 samples which con-
sistently provides less than 1% error in the propagated edits. Fur-
thermore, the variance of the relative error computed over multiple
executions of the algorithm is negligible, showing that the random-
ization has no negative effect on the stability of the final edits.

Limitations. The main limitation of our algorithm is highlighted
by our analysis which shows that the approximation does not per-
form well for too small spatial kernels. This can be easily explained
by the fact that in such case the affinity matrix becomes close to di-
agonal, thus high-rank, and cannot be well approximated by a low
rank matrix. Fig. 8 shows such case for �s = 0.005 correspond-
ing to 4 pixels in 64 ⇥ 64 images. Within our framework though,
this is not practically a problem since our goal is to propagate edits
to a large spatial neighborhood and we found that for all neighbor-
hoods larger than �s = 0.05, corresponding to 14 pixels in 64⇥64

images, our algorithm performs well. Said another way, our ap-
proximation is inaccurate only for the cases that are not interesting
within the context of our editing framework, making the algorithm
perfectly suited for our problem.

5 Results

Edits. We tested our algorithm by performing a variety of edits
to images and materials, shown throughout the paper. Overall, we
found our framework intuitive and fast to control, taking a couple
of seconds for simple sparse edits and at most half a minute of user

approximated Z matrixZ matrix

Figure 8: Approximation failure case for �s = 0.005. For very
low �s the affinity matrix becomes high rank and cannot be ap-
proximated with a low rank one.

interaction to perform the most complex dense edits. More impor-
tantly, these timings did not depend on image content, from simple
to complex images, but only on the amount of control the artist de-
sired, which is exactly what our framework ensures. In generating
the results, the benefit of allowing any user interface became clear.
Rough edits were generated with a variety of tools, from our pro-
totype to Photoshop, and we noticed different personal preferences
in the choice of tools and whether or not to use sparse input. For
results in this paper, we control propagation with the values of �,
�a and �s reported in Sec. 3. To better appreciate the discussed
edits, we refer the reader to the supplemental material that includes
full-resolution versions and additional examples.

We found our framework to be effective for a variety of image types,
from low dynamic range images (Fig. 1, 9, 13), to camera RAW
files (Fig. 9, 12) and HDR radiance maps (Fig. 2, 9). Fig. 9 con-
tains results of each type. Edits included local adjustment of the
exposure, contrast, saturation and color temperature. Our editing
policy proved effective in propagating edits for a variety of sub-
jects, from simple buildings to challenging natural scenes. These
images contain a variety of different appearance patterns, e.g. clean
edges, textured areas, strong gradients, and blurry regions. The
foggy scene in Fig. 1 contains all of these. Even in these complex
cases, our energy formulation proved remarkably robust in generat-
ing propagated edits that respect all of these patterns, thus ensuring
that no visible artifacts appear in the resulting images. As an exam-
ple, since the edges of the buildings in Fig. 2 do not show jagged
artifacts, the final edits themselves are automatically “antialiased”.

Editing materials also proved to be intuitive and fast. As discussed
previously, our framework is independent of the specific BRDF
model used to represent the material, which we edit by specify-
ing scales and offsets of individual parameters. Our prototype im-
plementation supports the same material models discussed in [Pel-
lacini and Lawrence 2007]. Fig. 1 shows the use of imprecise input
to adjust the diffuse and specular colors of non-parametric BRDFs
represented as sets of curves, reconstructed from [Lawrence et al.
2006]. Fig. 10 shows two additional edits, this time performed on
analytic BRDFs; we use the Cook-Torrance model for the cloth
dataset obtained from [Gu et al. 2006] and the analytic wood model
introduced in [Marschner et al. 2005] for the oak dataset. Overall,
we found that our framework has the same generality and simplic-
ity reported in [Pellacini and Lawrence 2007], while being quicker
to use, due to its support for imprecise user input and faster solver.

Performance. We measure the performance of our algorithm on
an Intel Core 2 Duo 2.6 GHz with 4 GB of RAM. In our imple-
mentation, we split computation into three phases, corresponding
to the frequency of their required updates. Feature distances are
computed only once when loading the data, the matrix U is recom-
puted after changes to �s and �a, a rare operation, and the final
solution updated after each adjustment. For a 600 ⇥ 400 image,
these take approximately 1.9 s total, and only 0.6 s for the most
frequent final solution, supporting a fast iterative workflow. We
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Figure 9: A variety of image types edited with our framework. From the left: low dynamic range, HDR, three camera RAWs. HDR image c�
Industrial Light & Magic. All rights reserved.

refer the reader to the accompanying video for examples of inter-
active sessions. Fig. 11 shows the performance of the three phases
of the algorithm with respect to image size and number of sampled
columns, confirming the O(m2n) theoretical result. Our method
scales very well with the number of parameters that are edited con-
currently, since most of the computation does not depend on their
number. Only the last phase depends on user input, and the number
of parameters has only a small effect on it; e.g. computing 10 pa-
rameters concurrently requires less than three times the time for 1,
regardless of image size. The scalability of our method is limited
only by the amount of memory required to store U . Our current
single precision implementation can comfortably fit in memory for
datasets of up to four million points. In this aspect, our implemen-
tation can be improved by using a modified method that does not
keep U fully in memory. Practically, we do not expect our method
to scale to datasets of 100 millions to billions of points found in
recent work on gigapixel photography. In these extreme cases, we
suggest using joint bilateral upsampling [Kopf et al. 2007] to up-
sample edits, propagated on a smaller version of the image, to its
original size.

6 Relationship to other methods

Optimization. Edit propagation via optimization was introduced
for stroke-based tonal adjustments [Lischinski et al. 2006] and ma-
terial editing [Pellacini and Lawrence 2007] by expressing the final
edits as the ones that minimize

X
i
wi(ei � gi)

2
+ �

X
i

X
j2Ni

zij(ei � ej)
2

where Ni is the spatial or appearance neighborhood for either im-
ages or materials respectively. Besides the user interface differ-
ences discussed in Sec. 3, these formulations are mathematically
different from ours in two aspects. First, they only focus on precise
strokes, and cannot handle imprecise input. This can be observed
by the first term of the energy function that enforces user edits only
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Figure 10: Measured materials edited with our framework.
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Figure 11: Performance of the three components of our algorithm
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on the painted points. Second, smoothness of the final edits is only
enforced over a subset of sample pairs.

In the case of image editing [Lischinski et al. 2006] 2, only spatial
neighbors are considered with the goal of respecting image edges.
For images with several disconnected but similar regions, such as
the flower scene shown in Fig. 1, this requires several strokes. To
address this issue, the authors presented the Lumachrome brush, a
user interface tool that adds to the user constraints all the image
pixels whose color falls within a global threshold of the ones under
the painted stroke. Mathematically, this amounts to binary cluster-
ing followed by smoothing via optimization. In our experience, we
found this solution not very robust as in Fig. 12.

[Pellacini and Lawrence 2007] solves this issue by propagating ed-
its over an appearance graph, which is constructed by picking a
small number of nearest neighbors of each point. This can be
viewed as approximating our affinity matrix by setting to zero all
pairwise distances not in the nearest neighbors, thus creating a
sparse system. Unfortunately, it is mathematically unclear what
this approximation is computing [Fowlkes et al. 2001]. More im-
portantly, this approximation suffers from the fundamental problem
of creating disconnected components in the appearance graph, dis-
allowing propagation between such regions. This renders the final
edit of any region not adjusted by the user undefined, as shown in
Fig. 12. In our experience, this is common to almost all images. At
a steep price in performance, we can increase substantially graph
size and obtain a connected graph, but the resulting edits show arti-
facts including banding and halos around edges as shown in Fig. 12.
This suggests that the method is too sensitive to self-similarity in
building the graph due to the “binary” nature of nearest neighbors
queries. In the case of measured materials, such problem is not as
frequent, probably due to the strong measurement noise, which ef-
fectively randomizes the graph. Furthermore, since a large number
of edges is required, such method is significantly slower than our
own, mostly due to the appearance graph computation and the lack
of an efficient sparse solver for arbitrary graph topology.

Filtering. Joint bilateral filtering (JBF) [Petschnigg et al. 2004],
also known as cross bilateral filtering [Eisemann and Durand 2004],
has been proposed as a method to perform edge-aware image ad-
justments [Chen et al. 2007]. While not mentioned specifically in
the literature, the method can be used for edit refinement of dense
and imprecise input. In our context, the joint bilateral filter would
compute final edits as ei =

P
j(zijgj)/

P
j zij that can be writ-

ten in matrix form as Z⇤e = Zg, where Z⇤ is a diagonal matrix
of elements z⇤i =

P
j zij . Fig. 13 shows an example of applying

this method to refine an imprecise input. For most user input, this
filtering formulation does not provide a good edit reconstruction.
In these situations, the propagated edits can be improved by apply-
ing the operation several times as demonstrated in the figure. In
our experience, we found that for simple images, the method can
achieve good results but requires a different number of iterations
for each case. If such number is too small, the reconstructed edits
do not match the underlying patterns, thus displaying artifacts. If
too large, the edits converge to a constant, essentially ignoring user
input. At a more fundamental level, it remains unclear how to for-
mally interpret the multiple iterations requirement of the method.

Surprisingly, our method is closely related to this filtering formu-
lation. If we ignore the smoothing term of the energy function by
setting � = 0, edit propagation only minimizes the constraint term.
The solution for this modified energy function in the case of dense
constraints, i.e. wi = 1, is exactly Z⇤e = Zg, one iteration of
JBF. To compare the methods more closely, we can write k itera-

2Note that while [Lischinski et al. 2006] computes affinities differently
from us, the conclusions of the comparison still hold.

JBF 40 JBF iterations 90 JBF iterations

Figure 13: Joint bilateral filtering (JBF) applied to edit propaga-
tion for Fig. 4 (right). While our algorithm provides a closed-form
solution to edit propagation, the number of iterations of JBF needs
to be tuned in an image-dependent way to avoid artifacts.

tions of JBF as e = ((Z⇤
)

�1Z)

kg = ((Z⇤Z�1
)

k�1Z⇤
)

�1
(Zg).

For dense user input and � = 1, our method computes e =

(1/2)(3/2Z⇤ � Z)

�1
(Zg). This notation highlights the similar-

ity between the two formulations. We argue that one can interpret
multiple iterations of JBF as attempting to approximate edit prop-
agation as expressed by our framework. In other words, running
multiple iterations is required to impose a smoothness policy simi-
lar to our own. The main difference between the two approaches is
that while we provide a closed form solution with provable conver-
gence, it unclear how to improve JBF or extend it to sparse edits.

7 Conclusion and Future Work

This paper presents a general framework, and associated algo-
rithms, for editing images and spatially-varying materials in an in-
tuitive, efficient and interactive manner, by propagating rough edits
in a way that respects the complex patterns of appearance in the
data. We have demonstrated the generality of the approach by edit-
ing several datasets and performed a careful theoretical and numer-
ical analysis of its performance and robustness. Compared to prior
methods, our framework is more general in its support for different
editing workflows, and more efficient and robust in computing the
propagation.

We are interested in investigating two main topics of future work.
First, we would like to investigate the use of our methods for other
kinds of visual data, such as lightfields and volumetric datasets.
Second, we are interested in investigating alternate formulations
that scale to gigapixel datasets and would allow the efficient propa-
gation of edits to long high-resolution video sequences.
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